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Figure 3 Aligned visual and geometric state. Hatched intervals denote inherited history. Depth is read exactly once
over [0, 102), [102, 192), and [192, 217). Dashed pixel lines mark the nominal latent-commitment boundaries, while
stable incremental pixel output retains an additional five-frame blend tail.

Thus, unlike video history, depth does not follow the flow noise level; it remains a clean FP32 structural
condition. Nevertheless, features that jointly depend on depth, the noisy video state, and the current flow
time are recomputed at every model evaluation.

Under sequential, gap-free traversal and correct source reads, three properties follow (Appendix A). First,

Ci = C[ai : bi], (12)

so overlapping depth positions retain exactly the same canonical latent values and dtype across windows.
Second, strictly increasing right endpoints produce disjoint first-read intervals with a total temporal extent
of F , independent of the number of flow evaluations K. Therefore, each global depth position is introduced
into the rolling state exactly once. Third, the active depth rows satisfy

Mdepth ≤ 4LmaxS × 96 bytes. (13)

For the default Lmax = 102, this yields an upper bound of 19.050MiB at 960× 544 resolution and 9.413MiB
at 672 × 384. The bound covers only the active canonical depth rows and excludes transient copies, fused
conditioning features, model activations, and storage owned by the underlying geometry source. Relative to
direct slicing of the same canonically encoded source, rolling depth preserves the conditioning tensor exactly.
Its role is therefore to organize the active state and avoid redundant access rather than to alter the model
output.

3.5 Joint Generation Algorithm
The logical state of window i is

Si = (Ωi,Hi, Ci, Ii, ϵi, cg) . (14)

A single global temporal plan determines the indices of video history, depth state, and noise, ensuring that
all three refer to the same latent-time positions. Algorithm 1 combines rolling depth, noise-aligned history
preservation, and boundary-image updates into a unified continuous generation procedure.

4 Experiments

4.1 Experimental Setup
Data and implementation. The primary set contains 100 thirty-second clips, with 25 each from driving,
human activity, simulation, and synthetic scenes. Video Depth Anything (VDA) ViT-L FP32 estimates [Chen
et al., 2025] are prepared at 832 × 480, 16 fps, normalized over each trajectory, and encoded for 960 × 544
generation. GT follows source timestamps at 24 fps and the same canvas transform for fidelity evaluation;
real-time throughput is evaluated against a 14-FPS target. Additional studies cover short-video quality, 24
sources under nine paired conditions, 25 native-depth inputs, 30 long videos, and three PyBullet conditions.
Appendix C records source identities, splits, and configured-manifest sensitivity analyses.

The generator combines the released MiniMax-H3 ControlNet-Union for native depth conditioning with
the VDN-H3 8-step model obtained by DMD distillation. The Union branch connects to five of 50 H3 blocks;
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