
Table 2 Thirty-second fidelity and depth consistency, 960 × 544, W/O = 345/39, 8 NFE. Rank and Edge denote
depth Spearman and edge F1; NMAE fixes calibration after five seconds. The final row excludes configured-manifest
overlap.

Set n PSNR↑ SSIM↑ LPIPS↓ Rank↑ Edge↑ NMAE↓

Driving 25 13.4429 0.5109 0.4727 0.9042 0.7027 0.0554
Human activity 25 14.9858 0.4799 0.3883 0.9299 0.7509 0.0523
Simulation 25 12.4034 0.3757 0.5914 0.7665 0.5223 0.2524
Synthetic 25 12.7571 0.3612 0.5475 0.9117 0.5655 0.0877

All 100 13.3973 0.4319 0.5000 0.8781 0.6354 0.1120
No manifest overlap 90 13.1587 0.4357 0.5127 0.8702 0.6212 0.1181

Figure 4 One model across four scene categories. Actual reference, GT, and generated frames at the first continuation
boundary and final frame. Rows use the first frozen ablation identity per category; selection is independent of quality
scores.

Native depth. The same model also completes all 25 PointOdyssey/TartanAir inputs with native metric
depth by changing only the source adapter. Appendix C.2 and Table S3 give the matched comparison against
common native GT, paired intervals, and valid-support rules.

4.4 Mechanism Analysis and Ablations
State consistency in real model runs. Full-method replay, rolling/direct reads, and aligned depth re-encoding
match exactly in all 24 cases; all three online/cached pairs also match. Appendix C.7 and Table S9 retain
the complete state checks, including committed history under a control branch.

Fixed-window comparisons. We select six distinct source groups per category by a fixed deterministic order-
ing. All nine conditions share the exact first-window output, suffix noise, reference/text, window geometry,
commitment boundaries, schedule, and VAE. Partial-history variants constrain the final 6 or 2 of the 12 over-
lap latents, leaving the discarded overlap unchanged. Table 3 reports each alternative minus full per-step
projection. Full projection reduces seam LPIPS by 0.00195 relative to boundary RGB only in this paired
sample. Continuation PSNR and seam temporal-error intervals include zero, and fresh history noise gives
slightly lower seam LPIPS. The endpoint-only control matches boundary-only output exactly: both have
unconstrained history during model evaluations and discard the predicted overlap. This isolates per-step
history participation from final output preservation. Appendix C.6 provides continuation, geometry, and
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