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Figure 2 UniWorld: a unified renderer for heterogeneous world sources. Driving, human-activity, simulation, and
synthetic sources are converted into a common rolling depth state. Each continuation window packs video history,
depth/control, reference, and separator tokens into a shared DiT sequence. Overlapping positions are retained, only
the newly required depth suffix is read, and only the newly generated video suffix is committed to the output stream.

3.2 UniWorld: A Unified Framework for Visual World Simulation
For source m, let ξ(m) denote its state or observations, and let κ(m) denote the corresponding camera and
alignment information. A source adapter Am produces visible depth, while Nm standardizes its representa-
tion:

D̄(m) = Nm

(
Am(ξ(m), κ(m))

)
, C = Patchify

[
Normz

(
EVAE(RGBReplicate(D̄))

)]
. (2)

Time, viewpoint, crop, near/far direction, scale, and encoding phase remain consistent throughout the trajec-
tory. We replicate grayscale depth across the RGB channels, use the VAE posterior mode with FP32 latent
normalization, and patchify with shape (1, 2, 2). Each latent time position contains S = (Hpx/32)(Wpx/32)
spatial tokens, each with dimension 96. Both estimated and native depth follow the verified far-bright con-
vention of the checkpoint. An online adapter encodes newly requested geometry under the same global phase;
Appendix C.2 specifies the source mappings.

Appearance conditioning is provided through two paths (Figure 2). The original image and text are
encoded once by Qwen3-VL and reused throughout the trajectory. A separate VAE first-frame condition
uses I0 = Iref initially and generated RGB at the start of each subsequent window. These independent
conditioning rows are distinct from the multi-frame history, which occupies the target video sequence itself.

3.3 Noise-Aligned Overlapping Continuation
History as a sampling boundary condition. We adopt the noise-to-data flow convention [Lipman et al.,
2023]:

zt = tzclean + (1− t)ϵ, v = zclean − ϵ, 0 ≤ t ≤ 1. (3)

For window i, let Mi mask the first hi latent positions corresponding to inherited history, and extend Hi by
zeros outside this prefix. We impose the history through the projection

Pi,t(z) = Mi ⊙
[
tHi + (1− t)ϵi

]
+ (1−Mi)⊙ z. (4)

4


