
Table 3 Paired effects, 24 sources per arm; brackets are marginal 95% bootstrap intervals. PSNR covers [345, 720);
LPIPS and temporal error cover fixed seams. Positive LPIPS/error differences favor the full method.

Arm minus full ∆PSNR (dB)↑ ∆LPIPS↓ ∆Etemp ↓

Boundary RGB only 0.00637 [−0.01467, 0.02591] 0.00195 [0.00033, 0.00362] −0.00047 [−0.00140, 0.00039]
Endpoint only 0.00637 [−0.01467, 0.02591] 0.00195 [0.00033, 0.00362] −0.00047 [−0.00140, 0.00039]
Fresh history noise −0.01337 [−0.08561, 0.05934] −0.00198 [−0.00344,−0.00045] 0.00021 [−0.00054, 0.00103]
Last 6 history latents 0.00623 [−0.00484, 0.01751] 0.00030 [−0.00010, 0.00072] 0.00002 [−0.00022, 0.00029]
Last 2 history latents 0.00917 [−0.00888, 0.02600] 0.00113 [−0.00016, 0.00261] −0.00023 [−0.00056, 0.00008]
Direct global slice 0.00000 [0.00000, 0.00000] 0.00000 [0.00000, 0.00000] 0.00000 [0.00000, 0.00000]
Window normalization −0.00897 [−0.04902, 0.03094] 0.00063 [−0.00076, 0.00200] 0.00085 [−0.00014, 0.00210]
Aligned re-encoding 0.00000 [0.00000, 0.00000] 0.00000 [0.00000, 0.00000] 0.00000 [0.00000, 0.00000]
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Figure 5 Continuous generation over 60–120 seconds. Ten-second aggregates with category-stratified source-group
95% bootstrap bands. The duration groups use different sources; the 120-second group is a training-split stress test.

manifest-exclusion results under the same protocol.

4.5 Runtime and Resource Usage
DiT forward throughput. Four fixed sources at each resolution receive one full-window warmup and three
hot repeats: 32 requests including warmups, 12 hot requests per canvas. We time actual H3/VDN and Union
forwards, including FSDP/Ulysses communication, with CUDA synchronization and per-step maxima over
eight ranks. The devices are isolated from other experiment jobs; final latents match the corresponding
complete-generation runs.

We evaluate real-time throughput against a 14-FPS target. Full-continuation windows produce 14.472
and 21.361 new FPS at 960× 544 and 672× 384, respectively, meeting the target at both resolutions. These
timings cover synchronized H3/VDN and Union forwards with FSDP/Ulysses communication on eight H100
GPUs; Appendix D reports the complete window profiles and whole-trajectory throughput.

Depth-state resources. Active depth rows occupy 19.050 MiB at 960 × 544 and 9.413 MiB at 672 × 384,
independently of trajectory length. Rolling reads 217/427/852 positions for 30/60/120-second outputs, versus
241/475/960 for direct slicing, while preserving identical output. This provides a bounded geometric working
state and avoids repeated source requests. Consumer copies, carrier, hints, model storage, and growing global
caches are accounted for separately, together with measured reader-switch costs, in Appendix D.2.

4.6 Long-Horizon Behaviour and Applications
The same window interface advances through 17 sixty-second videos from existing validation/test splits
and thirteen 120-second training-split stress tests. Their full-video PSNR/LPIPS are 14.4542/0.49032 and
14.4277/0.54645. Figure 5 characterizes fidelity and fixed-calibration geometric agreement over successive
ten-second blocks; each duration uses its own source set and source-group confidence bands.

Three procedural PyBullet conditions [Coumans and Bai, 2016–2021] exercise warm/cool reference ap-
pearance, a camera revisit at frame 480, and a control branch activated at the second-window request,
affecting frame 357 onward. On-demand and cached depth give bitwise-identical final latents in all three
pairs. The control branch preserves the first window exactly and changes the new suffix (latent mean absolute
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